Kypc «OCHOBbI aHa/1IM3a TEKCTOBbIX AaHbIX»
Kadeapa ynpaBneHMa MHTENNEKTYaAbHbIX TEXHONOTMMUM
HAY « M3U»



BekTOopM3auma

Word2vec Hy>KeH NpenpoLeCcCUHr:
,  CremmuHr\ JlemmaTtumsauymsa
king .. * YpnaneHue umdp, 3HaKOB NYHKTyaL MK
man . * [lpoBepKa Ha onevyaTkU\oLKNBKK
* YpnaneHue cTon-cioB- ??7?
woman .

Mo motueam https://www.youtube.com/watch?v=iOrNbK2T92M&t=105s



https://www.youtube.com/watch?v=iOrNbK2T92M&t=105s

BekTOpM3auma

Word2vec HyXKeH npenpoLeccuHr:
 CremmuHr\ JlemmaTtumsauymsa
.. * YnaneHue umndp, 3HaKOB NYHKTyaLUK
N * [lpoBepKa Ha onevyaTkU\oLKNBKK

* YnaneHuecrton-cnos- ?7??

EFmbedding

aardvark

aarhus

aaron

. BbicoTa— paszmep cnoBapA

not LLInprHa — pa3mepHOCTb SMBeANHIOB

Ecnv aBa A3blka— BbICOTA YBENNYNBAETCA BABOE

Zyzzyva



Moxem BblAe/INTb HallpaB/ieHne A4 BEKTOPa C/10Bd

king

~. i. woman [E—
Russia
'Y Moscow
. Canada Ottawa
gueen
Japan
—_— Tokyo

Vietnam Hanoi

China Beijing

Male-Female Country-Capital



BekTOpM3auma

original

toxt "hello world!" y/

tokens  ['hello’, 'world', '!']

Y Embedding

oen [7592, 2088, 994]

1 . | | |aardvark
9 | aarhus
3 | | | | aaron
o NpeanoxeHue — ycpeaHeHHbIN
6 ’ ‘ ‘ ‘ ‘ﬂO’[ BEKTOp M3 CNOB

aaron

HENE

P S S — N taco
N zyzzyva EEEN

thou

Mopaenb Word2Vec <=> matpuua ambeaanHros



Kak MOXem npeacTaBuTb TEKCT?

character-based
models

AAADAR
i]a SEJEEJLJ
alalilelelelaly

Cnosa coctoAaT n3 byks. lMpeacrasnsem
CNoBa Kak Habop HyKB.

Pa3amep cnoBaps Hebonbwoi (~100 ana
O[IHOTO A3bIKa).

Ho pa3mep TeKcTa oueHb 601bLoN




Kak MOXem npeacTaBuTb TEKCT?

character-based vocabulary size word-based
models models

filalls Lg e LEJ faster

2 6 2tk 1l 19 2 20 i 5

fillalls L}J e thJ fastest

36 ke 1 s 1948 20 5 —E)

ARARRARAD T

B 65536 pu

Cnosa coctoAaT n3 byks. lMpeacrasnsem [InvHa nocneaoBaTeNbHOCTU MEHDbLLE,
CNoBa Kak Habop ByKB. HO Ha NOPAAKN BO3pacTaeT A/IMHA
Pa3amep cnoBaps Hebonbwoi (~100 ana cnoBaps

OAHOTO A3blKa).
Ho pa3mep TeKcTa o4eHb 60onbLIoM



Kak MOXem npeacTaBuTb TEKCT?

haracter- '
character-based vocabulary size
models

Jlalelylels
ARADRAAD
FIANARARAR

CnoBa cocToAT 3 byks. [MpeacraBndaem
CNoBa Kak Habop HyKB.

Pa3amep cnoBaps Hebonbwoi (~100 ana
OAHOTO A3blKa).

Ho pa3mep TeKcTa oueHb 601bLoN

fast || er
g 19731 oy 288

fast || est \
§ 19731 g

quick || est
_m_

3o0n0TaA cepeanHa —
camble
YacToBCTpeYaemble
H6yKBOCOYETAHMUSA.
CmbICn U B KOPHE, N B

cypopukce

word-based

models

faster \

fastest
—)

quickest
B 65536

[lnnHa nocnenoBaTe/IbHOCTU MEHbLLE,
HO Ha MOPAAKN BO3pacTaeT AJIMHA
cnoBaps



Kak noay4nTb Habop TakMx codeTaHn (TOKEHOB)?

Dictionary Vocabulary
5 low l,o,w,e,r,n,w,s,tid
2 lower

6 newest
3 widest Stavt with all chavactevs
W Vocalo

CTpouM cioBapb TOKEHM3aTopa:
MHuumManusnpyem cnosapb HabOpPOM YHUKAbHbIX CUMBOJI0B



Kak noay4nTb Habop Takux covYeTaHn (TOKEHOB)?

Dictionary Vocabulary
e )
Dictionary Vocabulary E low Lo, w,ernwst i d,es
5 |0W Irolw!elr!niw!slt!ild I:> 2 'ower
2 lower 6 newest
3 widest Add a gair (e, 9) with €veq 9

6 newest
3 widest Stavt with all chavactevs
W Voca

CTpouM cioBapb TOKEHM3aTopa:
MHuumManusnpyem cnosapb HabOpPOM YHUKAbHbIX CUMBOJI0B

[JobaBnsem Hanbonee yacTblie Napbl CUMBOJIOB



Kak noay4nTb Habop Takux covYeTaHn (TOKEHOB)?

Dictionary
Dictionary Vocabulary E 6w
5 |OW Irolw!elr!niwlslt!ild I:> 2 |Ower
2 lower 6 newest
6 newest 3 widest
3 widest Stavt with all chavactevs
W Voca

Dictionary Vocabulary

5 low l,o,w,e, r,nw,s,ti d, es, est

2 lower

6 newest

3 widest Add a gair (e5, 1) with €veq 9

CTpoum cnoBapb TOKEHU3ATOPA:
NHnumannsnpyem cnosapb HabOPOM YHUKANbHbIX CMMBOJIOB
[JobaBnsem Hanbonee YacTbie Napbl CUMBOJIOB.

[JobaBnsem Hanbosee yacTble TPOMKMU CUMBOJIOB....
MoBTOpAEM, MOKa He A0CTUIHEM 3a4aHHOrO pa3Mmepa C1oBaps.

Vocabulary

l,o,w,e,r,n,w,s,tid,es

Add a gair (e, 9 with {veq 9



Kak noay4nTb Habop TakMx codeTaHn (TOKEHOB)?

Cnuwkom 60s1bLLION C/I0BAPb - MHOTO BblYMCAEHUI, MONaayT TOKEHbI (C/10Ba), KOTOPblE BCTPEYatoTCcA BCEro
HECKO/1IbKO pa3 Ha OrPOMHOM BbibOpPKe (B T.4. — CZ1I0BA C onevyaTkamu).
Ha Takux cnoBax He 0byumTca ambeaanHr — oH byaet «cayv4amHbIM» - 3alIYMAAETCA MOAE/Nb

YacTo MCcnonb3yoT TOKEHM3aTopbI:

e Byte Pair Encoding (BPE) — onepupyem 6antamm => moxkem npeactaBuTb cumaon itoboro andasuTa
 GPT-like models (OpenAl, ...)

 WordPiece + SentencePiece
 BERT-like models (Google, ...)

[*HoyTOyr', 'acer', 'aspire', '3', '(', ‘'a3dli‘', '-', '32', '-', 'p3', '##dh', ')', '(', 'intel', 'pentium', 'nd000°',
1100mhzty Byflg BLTE, Bk SN FWRL 08 T1e00x900Y; A, Ndght, WY A2S56ghty 'asdl; YWY tdwdl; et /Y ddinte
1, "uhd', 'graphies', "'605", /', 'wi', '=%, 'fi', )Y, 'bluetooth', /', 'endless', 'os', ')', 'nx*, V.Y, 'hi', %%

2er', '.', '005', '"uepHmm']



Qutput
Probabilities

| Linear |

~\
f'| Add & Norm l*ﬁ

Feed
Forward

R I Add & Norm :

e 1
] Multi-Head
Feed Attention
Forward T 77 N x
.
Nix Add & Norm
Add & Norm Macked
Multi-Head Multi-Head
Attention Attention
LY J ) At
W J —
Positional @—O Positional
. & &> .
Encoding 1 Encoding
Input Output
Embedding Embedding
Inputs Qutputs

(shifted right)
JHKoAaep [ekopep

TpaHchopmep

Attention is all you need

Paper: arxiv.org/abs/1706.03762

MpountnposBaHo 116 Tbic. pas
(Ha anpenb2024)


https://arxiv.org/abs/1706.03762

TpaHchopmep

f

ENCODERS

\S

DECODERS

x\

=

TeKCT Ha ogHOM A3blKe NOAAETCA Ha
3HKOAEP, KOTOPbIN BblY/IEHAET KCMbICAY.
3aTem 3TOT «CMbIC/1» NepenaeTca B
AeKoaep, KOTOPbIN NepeBoOAUT ero Ha
BTOPOM A3bIK.

He Hy»KHO 0by4aTb MoAeNb Ha Kaxaoun
nape a3blkoB. Cobupaem n3 obyyeHHbIX
SHKOAEPOB-AEKOAEPOB HYKHYIO Napy.



JHKoAep-aekoaep

OUTPUT[I am a student]
A
e ] ”
ENCODER = DECODER
\_ _J \_
[} [)
4 3 4
ENCODER DECODER
\_ _J \_
A A
a 3 f
ENCODER DECODER
o _J e
A A
f 3
ENCODER DECODER
. J .
A [}
f N a
ENCODER DECODER
\_ _J \_
4 4
f N y
ENCODER DECODER
\_ _J N
\_ A

suis étudant]




JHKoAep

t

Feed Forward Neural Network

Self-Attention

LT [T 1T LT 1]

Kaxabit 610K sHKOAEpPa MMEET OANHAKOBbIE MHTEPPENCHI:
* NambeagaunHros pasamepa D —Ha Bxoge
* NambepgaunHros pasmepa D —Ha Bbixoae



JHKoAep

Computation

|

[T 1] [T [T 1]
t
Feed Forward Neural Network
{
Self-Attention
{
Communication t

ObpabaTbiBaem BCe BXOAHbIE TOKEHbI 33 OANH
pa3. [Mpn 06bpaboTKe TOKEHOB CMOTPUM Ha
KOHTEKCT M Bblaenssiem 3aBUCUMOCTH

ObpabaTbiBaem
TOKEHbI
He3aBUCUMO
napannenbHo,
NONOSHUTENbHO
BbiAensasa bonee
C/NIOXHble
3aBMCMMOCTH



Feed Forward cnomn

XpPaHWUT 3HAHMA
D m /
[OUTPUT EMBEDD'NGJ Feed Forward cocTtonT n3 gByx AMHEenHbIX
C/I0€B: OAMH YyBE/IMYNBAET PAa3MePHOCTb
| D_ff ambenanHra, BTOpou CxKMmaeT ero obpaTHo:
Linear Layer 2 (D_ff x D_m) 4+ Dm->D ff>D m,whereD ff>>D m
O6blyHo (ana BERT-Base):
Non-Linearity D m=768
02 13 .. .. .. .. .. 00 27 D ff=3072 (x4)
D_ff

Conep»<uT ot 2/3 0o % ot oblero yncna
napameTpoB moaenu —

CoaepXUT OCHOBHbIE «3HAHMNAY

Linear Layer 1 (D_m x D_ff)

( INPUT EMBEDDING J \

C KaKMMM BECAMM HYXKHO B3ATb MHPOPMALNIO

Transformer Feed-Forward Layers Are Key-Value Memories: arxiv.org/abs/2012.14913



https://arxiv.org/abs/2012.14913

Bonee
C/NIOXHble
naTTepHbl

Feed Forward cnomn

ENCODER

4

ENCODER

4

ENCODER

3

ENCODER

4

ENCODER

3

ENCODER

CnoHble
NaTTEepPHbI



Self-Attention

Layer:_ 5 § | Attention:| Input - Input v
Mbl no XoAy 4YTeHNA TEKCTAa MOXKEM

The_ The_ 6
anknal. e npeAcKa3biBaTb KaKoe byaem cneayroulee
didn_ didn_ C/10BO, T.K. CZ10Ba 3aBUCUMBb
8 t_ dopmanbHo, Self-Attention npeackasbiBaeT
cross_ cross_ CTeneHb «3aBUCUMOCTU» OAHOrO C/10Ba OT
the_ the_ [ PYroro, NbITafaCb BbIABUTb CBA3U C/10B B
street_ street
because_ because_ NPEANTOKEHNN.
it_ it_
was_ was_
too_ too_ Byaem npeacKasbiBaTb CUNY CBA3U MEXKOY
tire tire Ka*KAbIM TOKEHOM.

d d



Input

Embedding

Queries

Keys

Values

Self-Attention

[TTT] x[[TT]

Pa3smepHOCTb MOXKeT A40CTUraTb HECKOIbKUX TbICAY

Tpn (obyvyaemble) maTpuLpbi.
OanHaKoBble ANA KaXKA0oro
C/10Ba, HO pa3Hble B pa3HbIX
6nokax self-attention:

Q- query - YTO Mbl XOTUM
NONYYUTb

K — key — 6a3oBoe (KpaTKoe)
3HayeHwue c/10Ba

V —value
[NepemHoOXaem ambeaanHr

Kaxgoro cnosa X_i C Kaxaoun
maTtpuuen W



Input

Embedding

Queries

Keys

Values

Self-Attention

i O e
NN [T}
NN [T

s
Y. Y/[e
W Q

Tpn (obyvyaemble) maTpuLpbi.
OanHaKoBble ANA KaXKA0oro
C/10Ba, HO pa3Hble B pa3HbIX
6nokax self-attention:

Q- query - YTO Mbl XOTUM
NONYYUTb

K — key — 6a3oBoe (KpaTKoe)
3HayeHwue c/10Ba

V —value
MocKkonbKy X_i pa3Hble,

Nosy4aem pa3Hble BEKTopa d_i,
k_i, v_i Ana Kaxkaoro cnosa.



Input

Embedding

Queries

Keys

Values

Score

Query —3anpoc TOKEHA K KOHTEKCTY: YTO MHE HYy*KHO HalTu?
Key — KpaTKoe 3Ha4yeHMe C/10Ba: YTO C/I0BO NOAPA3YMEBAET?

d1

Self-Attention

nAa KaXXaoro cnoBa cYMTaem
o [ CKanaApHoe rnpounsseaeHne
mexay QUERY camoro cnosa
q2 n KEYS Ka*kporo cnosa B
npeanoXeHuu.
Yem oHO bosiblie, Tem bonblue
key i noaxogunT ana 3anpocaq_1

gy e CkanapHoe npounsseaeHue (dot-product):

(1: 3, -5)'(4!_2! _1) = 14+3(_2)+(_5) (_1)
=4—-645
=3

He Hopmupyem! Yem 6bonee
«Bblpa3nTeNbHbI», Tem bonblue
npou3BeaeHue.



Self-Attention

YnpouwleHHo:

Query #9

it




Self-Attention

Ewe 60nee ynpoueHHo:

Key TOKeHa cogepkut
| MHGOPMALMIO, YTO TOKEH ABAAETCH
! NaTOM.

Dune is a - American epic ...

MHe HyXHa aaTtal



Self-Attention

YnpoLeHHo:

Key #4 I:l:l:l value #4
Key #3 I:l:l:l value #3 value #3

0
Query #9 \ key #2 [T value #2 Query #9 50% value #2

it

value #4

Aago
Aaqgo

Key #1 I:l:l:l value #1

Isnwi

10qo.
10q0.

300/0 value #1

1shw

-

[Mocne Toro, KaK HallKW HYXKHYIO NankKy, KoTopas 60/blue BCero noaxoAuT K 3anpocy, 0CTaemM U3 3Tol nanku nHpopmaumio value



Input

Embedding

Queries

Keys

Values

Score

Divide by 8 (Vdy ) _ |

Softmax

Thinking

qs |

qi °

Self-Attention

Al ~ T .
Machines

Q2

—— % 000"

Query — 3anpoc TOKEHa K KOHTEKCTY: YTO MHE HY}KHO HanTn?
Key — KpaTKoe 3HauyeHme CNoBa: YTO C/I0BO NoApasyMeBaeT?

A = np.random.randn(100, 300) Two matrices, from
B = np.random.randn(100, 300) normal distribution

A std =

- A.std() .
B std Their STDs

B.std()

A x B = A @ B.T Matrix Multiplication
A x B std = A x B.std() |lts STD

A x B std adj = A x B std / (A.shape[l] ** 0.5)

print(f'{A std=:.02f}, {B std=:.02f}")
print(f'{A x B std=:.02f}")
print(f'{A x B std adj=:.02f}")

A std=1.00, B std=1.00 All OK
A x B std=17.29 7?77
A x B _std_adj=1.00

KopeHb pasmepHocTn ambeaamHra mogenm.
Hopmunposka ana 6onee ctabuabHbIx
BbluMCcNeHU (ybupaem 3aTyxaHne\B3pbIB
rpagueHTa)



B3pbIBatOWMMCA N 3aTYXaOWMM rpaaneHT

[ycTb ceTb —NoApAa naywme HEMPOHHbI, =

a PyHKUMA noTepb: 0
L(y) = MSE(y,y) = (y — 9)’ T
Ud - 3Ha4YeHWne, NOCTynarLlLee Ha BXo4 HEMPOHY Ha cnoe d 06 -

Wd - BeC HEMpPOHa Ha cnoe d
Y - BbIX04, U3 NocaegHero cnos

OueHUM YacTHble NPOU3BOAHbIE NO BECAM 10 " I
TAaKOW HEMPOHHOWM CETU Ha KaXa0M c/oe

AL(y) _ L) A . )
)~ o) Hu — 20— 9) -0 (wava)ua < 2(y — §) - qud
ALG)  ALm)  Bw,) o

wg 1)~ Owg) 3(11;:1} <2y-y)- (j)zud“d—l

Sigmoid
= == Derivative of Sigmoid

BUAHO, YTO OLEHKA 3/IEMEHTOB rpagneHTa pacTeT SKCNOHEeHUManbHO Npu ABuKeHnmn Ko Bxoay HC. OTo B CBOKO oyepeab MOXKET NPUBOAUTL
nmbo K 3KCMNOHEHUWMNANIbHOMY POCTY rpagneHTa OoT C/10A K C/Z1010, KOraa BXo4Hble 3Ha4YeH A HEVIpOHOB — 4ncnaa, Nno moaynto 6onblimne 1,

nmbo K 3aTyXaHWIO, KOrga 3T 3Ha4yeHnAa — 4Yncna, no Moaynro MeHbLLIUNE 1



Self-Attention

M lendeton Machine A = np.random.randn(100, 300) Two matrices, from
Input Thinking lachines B = np.random.randn(100, 300) normal distribution
: A std = A.std() .
Embedding X X2 B std = B.std() Their STDs
_ l A x B = A @ B.T Matrix Multiplication

Queries q G2 A x B std = A x B.std() |ts STD

Keys ‘ ‘ _ | A x B std adj = A x B std / (A.shape[l] ** 0.5)
print(f'{A_std=:.02f}, {B_std=:.02f}")

Values ‘ print(f'{A x B std=:.02f}")
print(f'{A x B std adj=:.02f}")

Score qi® A_std=1.00, B_std=1.00 AllOK
A x B std=17.29 7?77

A x B std adj=1.00

qi

Divide by 8 (/d;. )

Output Softmax

Probabilities
Softmax «— 137 [0.02]
o 5.1 e’ 0.90
Query —3anpoc TOKEHA K KOHTEKCTY: YTO MHE HYXKHO HanTn? 2.2 . »(0.05

K .
Key — KpaTKoe 3HauyeHme CNoBa: YTO C/I0BO NoApasyMeBaeT? 0.7 Yo €7 0.01
1.1 0.02




Self-Attention

ot : MTOI'OBbIVI 3M6e,ﬂn£|,l/|Hr npep,CTa BAETCA KaK
B3BeleHHaA CyN\N\a 3M6e,£l"£|IMHI'OB value.
Embedding i x. [ [T 1] B3BeweHHaA no 3HavyeHuto softmax
Queries q1 __L qz _] l_
Keys [T 1] [T 1]
Values 7J L Ii
Score gi* ki= i * k2 =
Divide by 8 ( vdy. )
Softmax
Softmax
X ([ T]
Sum (111 1]

Query —3anpoc TOKeHa K KOHTEKCTY: YTO MHE HYXKHO HanTun?

Key — KpaTKoe 3HauYeHMe CNoBa: YTO CI0BO NOAPA3yMeBAET?

Value — nosiHOe 3HaYeHMe CNoBa— YTO A CKaXKy Tebe, ecin Tbl 06paTULLLCA C 3aNPOCOM query. Pazamep MOXKeT oT/In4aTbCA
oT query u key



Self-Attention

Hi how are you

BblumcauntenbHaa cnoxkHoctb O(n”2), roe n _

KOJIMYECTBO BXOHbIX TOKEHOB, MOTOMY YTO MaTpMULA HI
BECOB PACCYUTbLIBAETCA /151 KAXK/A0ro TOKeHa c how m
KaXKABIM. Softmax () =

are

you

B maTpuLe Kaxka0e 3HayeHne — pe3ynbTaT NepemMmHOXKeHUA query AnA c1oBa U3 CTPOKU U key anacnosa u3
cTonbua.

Yem ANVHHEe nocneaoBaTelbHOCTb, KOTOPYHO XOTUM 06paboTaTb, Tem bonblie (KBagpaTUYHO) KOIMYECTBO
Tpebyembix BbIYUCAEHUN.

[Mo3TOMY Ba*KHO KOZIMYECTBO TOKEHOB. Yem /lyyllie TOKEHaM3ep, TEM KOPOY€e NoC1eA0BaTe/IbHOCTb, KOTOPYHO
HY>KHO 0bpaboTaTtb



Attention matrix

[1na pa3HbIX C10EB BHUMAHME MOXKET ObITb pa3HbIM

& & & & >
5 O P & &K ¢ & & DV &
& 2 o T S SO s
but A but 4
it 1 it 4
remains ] remains -

involved - - involved
in B in 4
programs - N - programs -
with m with -

amr - amr -
corp. corp.

5 - s
american - american A
airlines - airlines 4
unit 4 unit -

and - and -
delta delta -

air 4 air -

lines 4 lines -

Softmax



Attention matrix

(Usedin GPT-3) Generating Long Sequences with Sparse Transformers: arxiv.org/abs/1904.10509

Reformer: The Efficient Transformer: arxiv.org/abs/2001.04451

Longformer: The Long-Document Transformer: arxiv.org/abs/2004.05150

Linformer: Self-Attention with Linear Complexity: arxiv.org/abs/2006.04768

Rethinking Attention with Performers: arxiv.org/abs/2009.14794

|
1L

(a) Full n? attention (b) Sliding window attention (d) Global+sliding window


https://arxiv.org/abs/1904.10509
https://arxiv.org/abs/2001.04451
https://arxiv.org/abs/2004.05150
https://arxiv.org/abs/2006.04768
https://arxiv.org/abs/2009.14794

MultiHead Self Attention

Echnuto-to paboTtaeT xopowo — caenamte ato mHoro pa3: Random Forest, XGBoost,... Multihead attention

Input Thinking

Embedding M R -]
ATTENTION HEAD #0 ATTENTION HEAD #1
queries o [T [T wo ) )
0 1
=1 W.;;.f-) 1 WHU'
s T T '
Values = T

EcTb oauH Tpunaetr matpuu, YTo ecnm 406aBUTb MHOFO TaKUX TPUMNNETOB?
ImbenauHr choBa OAMH, HO KaXaaa TPoMKa maTpuu, («ronosa») byaet obpawaTb
BHMMaHWE Ha pa3Hble CBSA3U B NPeAN0KEeHUN.



MultiHead Self Attention

Layer: 5 §|Attention:| Input - Input s

The_

ediag [lobaBnAaem MHOro pasHbIX TPMNNETOB (8 WTYK).
didn_ Kaxkpan ronosa oby4yaerca obpallaTb BHUMAHUE Ha
2 ) Pa3Hble YaCTU NPeaJIOKEeHUS — ULLLET CBOM

E cob6CTBEHHbIN NAaTTEPH cpean ambeaanHros
Cross_

the_

street_

i— Busyanmsauma

it_

was

too



https://colab.research.google.com/drive/1hXIQ77A4TYS4y3UthWF-Ci7V7vVUoxmQ?usp=sharing#scrollTo=-QnRteSLP0Hm

WV

ManI/I‘—IHbIe BblHNCJTEHUNA

Softmax( )

Vi

NocKon bKY BCe€ BblHNC/TEHNA — MATPUYHbIE, 3TO 6bICTpO




ManI/I‘—IHbIe BblHNCJTEHUNA

1) Concatenate all the attention heads 2) Multiply with a weight

matrix \W" that was trained
jointly with the model

X

3) The result would be the ~ matrix that captures information
from all the attention heads. We can send this forward to the FFNN

Ha Bbixoae Attention Layer nonyumnmn maTtpuuy TOM XKe pa3MepPHOCTMYTO U Ha BXOAE.
MNepepaem ee B Feed Forward cnon.



Llarn paboTbl Self Attention

1) This is our 2) We embed 3) Split into 8 heads. 4) Calculate attention  5) Concatenate the resulting = matrices,
input sentence* each word* We multiply X or using the resulting then multiply with weight matrix \W" to
? with weight matrices Q/K/N matrices produce the output of the layer
X WoS
Thinking Wo v Qo
Machines Wo Ko
Vo Wo
W,Q
WK Q1

* In all encoders other than #0,

we don't need embedding. WV Ki
We start directly with the output Vi

of the encoder right below this one




V]HBaleaHTHOCTb K NnocieaoBate/ibHOCTU Ha BXOAE

ENCODER #1 DECODER #1
A A A
ENCODER #0 DECODER #0

\_

EMBEDDING
WITH TIME
SIGNAL

POSITIONAL
ENCODING

EMBEDDINGS

INPUT

+ — |

étudiant
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,ﬂ,OFIOﬂ HUTE/IbHbIE XUTPOCTH

* Residuals
def forward(self, x, sublayer):

X+ F(X) "Apply residual connection to any sublayer with the same size."
return x + self.dropout(sublayer(self.norm(x)))

* LayerNorm
A* (X—mean X)/(std X)+b

class LayerNorm(nn.Module):
"Construct a layernorm module (See citation for details)."
def __init__ (self, features, eps=le-6):
super(LayerNorm, self). init_ ()
self.a_2 = nn.Parameter(torch.ones(features))
self.b_2 = nn.Parameter(torch.zeros(features))
self.eps = eps

def forward(self, x):
mean = X.mean(-1, keepdim=True
std = x.std(-1, keepdim=True)

return self.a 2 * (x - mean) / (std + self.eps) + self.b 2
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Encoder-Decoder (Cross) attention

Encoder Decoder
/ study ML
[ 1] [ 11 [ 1]
A u3syyatro ... LT

Kakoe cnoBo nucaTb ganblue?

KoHTeKCT cnpATaH B 3HKoAepe (OH 3HAeT BECb TEKCT)
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ObyyeHne nekoaepa

Zero attention

Self-Attention Masked Self-Attention
| ) \ )
Y | Y Y
all tokens (left + right) up to and including

Masked Scores

(before softmax) SR

0.11 | -inf | -inf | -inf N m— 1 0 0
: ' .19 0.50  -inf | -inf (along rows) 0.48 | 0.52 0
10 15 0.53 ©0.98  ©.95  -inf 0.31 | ©.35 0.34

0.81 0.86 0.38 0.90 0.25 0.26 0.23



ObyyeHmne TpaHCHOpPMEPa

Target Model Outputs Trained Model Outputs

Output Vocabulary: a am | thanks student <eos> Output Vocabulary: a am I thanks student <eos>

position #1 XY 0.0 1.0 0.0 0.0 0.0

PLOHICLEAE 0.01 0.02 @OEEN 001 0.03 0.01

position #2 VK 0.8 0.1 0.05 0.01 0.03

PLHIHEZEMNIR N 0.001 0.001 0.001 0.002 0.001

CLHICLE:ZE 0.001 0.002 0.001 0.02 m 0.01
LHICLEE 0.01 0.01 0.001 0.0017 0.001 peRel)

a am | thanks student <eos>

position #2 XY 1.0 0.0 0.0 0.0 0.0

position #3 | 1.0 0.0 0.0 0.0 0.0 0.0

position #4 K] 0.0 0.0 0.0 0.0

position #5 XY 0.0 0.0 0.0 0.0 1.0

a am | thanks student <eos>

TapreT — c10Ba 1 UX NO3ULUKN B NpeanoxeHnn. Npu obydyeHnn cumtaem onMbKy mexKay OTBETOM MOAEIU U TapreToMm.
[lanee 3Ty OWINBKY pacnpocTpaHAeM Mo Bcel Moaenn oT agekoaepa (Lenesom A3bliK) 40 3HKoAepa (MCXoaHbIN A3bIK)



BERT vs GPT
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BERT vs GPT

TpaHchopmep — pa3paboTaH An5 3a4a4m NepeBoaa
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Oby4yeHune BERT: Masked Language Modeling (MLM)

Which word in our vocabulary -
is associated with this index? -
Get the index of the cell

with the highest value
(argmax)

log_probs [T A ]
012345 - vocab_size
4
( Softmax )
4
logits T T A TN [
012345 vocab_size
*
( Linear )
: 2
Decoder stack output |

Sentence:

The doctor ran to the emergency room to see [MASK] patient.

Bbibrupaem cayvyanHbim obpasom m3
npeasnoxeHma 15% ToOKeHOB 1 3ameHAeM nx
ToKeHom [MASK].

[enaem npenckasaHue ana
MACKMPOBAaHHOIO TOKEHA — KaKoe C/10BO
6bI/10 3aMEHEHO Ha MACKy?

Mask 1 Predictions:
3% his
the
another
d

her



ObyyeHune BERT: Next Sentence Prediction (NSP)

Input = (crs) the man went to [MASK) store [SEP) O6y4yaemcs Ha KOHTEKCT — FAe A0MXKHbI BbITb
he bought a gallon [MASK] milk [SEP] BbICOKUE BeCa

Label = 1snext

Input = (cLs] the man [MASK] to the store [SEP]
penguin [MASK] are flight ##less birds [SEP]

Label = notnext

* NSP — Next Sentence Prediction (ObbluHbIM BMHapHbBIN KNaccndmkaTop)

* [1Ba npeanorkeHnAa KoOHKaTeHupytoTcadepes [SEP]-TokeH; obyyatoTcAa AONOAHUTENbHbIE
Segement Embeddings = 1EN IEN 150 15D 1B DD 50 0 B [

Embeddings A A A A A B B B B B




ObyyeHune BERT: Next Sentence Prediction (NSP)

Input [CLS)] ] my dog is [ cute || [SEP] he [ likes ] play ] ##ing ] [SEP]

Token

Embeddings EIGLSI Emv anq Els Ecute E{SEP] Ehe Ehkes Epuw Emnq E[SEP]
+ + + + + + + + + + +

Segment

Embeddings EA EA EA EA EA EA EB EB EB EB EB
-+ + + -+ -+ -+ -+ + + + -+

Position

Embeddings EU E1 EZ E3 E4 ES EG E? EB E9 Em

Figure 2: BERT input representation. The input embeddings are the sum of the token embeddings, the segmenta-
tion embeddings and the position embeddings.

Segement Embeddings moryt KoguposaTtb B cebe meTta-uHbopmaumio, Hanpumep Geo, web-a0MeHbI, UTA,



[Toyemy TpaHchopMepbl CTaNN NONYAAPHBIMU?

*  One-size-fits-all — pa3zpabatbiBanca gna mawmMHHOro nepesoa, 0O4HAKO NOKA3bIBAaeT XOpoLune
pe3ynbTaTthbl B 1H0ObIX 061aCcTAX, rae ncnonb3yoTcs 0bblyHbIE MOaeNu
MoXHO ncnonb3oBaTh B KayecTBe baseline-mogenen B KayecTBe cTapTa
Bo3moxHocTb Transfer Learning
e Jlerkoe maclwtabupoBaHue — MOAYyNbHaA apPXUTEKTYpPa - « TpaHchopmep».
e GPT3~GPT2 *120 pas

* bonblwe AaHHbIX = Ay4ylle moaenb
*  bbicTpo 0by4aloTCA, T.K. HET PEKYPCUUN => MOXKEeM pPaboTaTb NapannenbHo
* Software/Hardware ontumusauma (GPU, TPU, ogHa apxuTeKTypa A/18 pa3HbiX 3a4au4)

Layer Type Complexity per Layer Sequential Maximum Path Length
Operations

Self-Attention O(n? d) 0O(1) 0O(1)

Recurrent O(n - d?) O(n) O(n)

Convolutional O(k-n-d?) O(1) O(logk(n))

Self-Attention (restricted) O(r-n-d) O(1) O(n/r)




